Learning Deep Learning 101 - Brett Hall
This is a transcript for a course produced for the first iteration or Airchat in 2023

Aim of Course: My purpose here is to understand in part at least how ChatGPT is able to do
what it does from a more technical perspective. That’s a mountain of sorts to climb and will
require first ascending the slopes of “Attention is all you need” otherwise known as “The
transformer paper”. I’ll be doing this from a very high level or zoomed out perspective and
also rather sporadically as | learn new things. It will be a messy form of open ended
learning as | encounter concepts I’m barely familiar with and | imagine going back and forth
over the same material to understand it in a different way.

The plan is to understand and to that end | cannot lay out a set of coursework beforehand.
The transformer paper contained a number of breakthroughs to do with so-called attention
mechanisms - the very things ChatGPT utilises to be such an impressive chatbot. The
abstract of the transformer paper says that the transformer is a break from “complex
recurrent” neural networks. Complex recurrent neural networks were a kind of deep
learning that the transformer made redundant for tasks like language translation and facial
recognition in Al.

This is the original paper https://arxiv.org/pdf/1706.03762.pdf

Here is the first blog post | read in trying to understand the paper more deeply: https://
towardsdatascience.com/attention-is-all-you-need-discovering-the-transformer-
paper-73e5ff5e0634

Here is a neat low level Google Explainer video on transformers: https://www.youtube.com/
watch?v=SZorAJ4l-sA

Already we are mentioning deep learning. It’s there that | want to begin with the basics. What is it?
Deep learning is a subset of machine learning which itself is a subset of artificial intelligence.
Deep learning is a way for a computer become a useful pattern matcher though the training of
neural network. So what’s a neural network?

Like any network a neural network contains nodes but the nodes tend to be called neurones and
also the connection between them which are edges.

In computing that does not involve a neural network the pattern can be represented simply.
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Anyone who has ever done any computer science at any level is familiar with something like that.
In theory the same input produces the same output. And there is a fixed single determinism to this
picture.

A neural network makes the processing much more complex and deals with multiple inputs and
outputs.

In a neural network we picture things like this.
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But this is highly simplistic. In truth there are multiple hidden layers - places where processing is
done and new inputs generated for passing onto the next layer. And each of the nodes can have a
bias - not all nodes contribute equally to the outputs. And a further complexity - each edge or
connection can be weighted. That’s in addition to the bias. For example in facial recognition, the
input could be something like outline of face, hair colour and shape of eyes. But these things
could be weighted differently in importance.

This is where | am starting. Just a note, moving forward, | am largely ignoring my philosophical
quibbles with this whole way of speaking. | think it should not be called deep learning. Learning is
about knowledge creation. What is going on here is not what a person does. What’s going on here
can be called “training” - | think that’s ok, we do need a word for this. But basically the point is
that the computer is coming to automate things people already know how to do. When a person
learns they might very well be creating knowledge no one has ever found before and indeed the
process - which we do not understand - of whether they are creating the knowledge for the first
time in the history of humanity or because they are a child learning something billions of people
already know - is the same. With a computer we can simply upload pictures of faces into a
database - literally filling its memory like pouring a fluid into a bucket. But a person is not like this.



There is no way to directly download information into a person’s brain. They have to conjecture or
create it there via a different process. So that is a philosophical difference | want to underscore
here. But moving forward I’'m going to use their words: learning and neural network because that’s
now standard nomenclature in the field. | guess one day we’ll need a new word for what people
do when the first AGI come along.

But next time | want to dive more deeply into how language learning works in a neural network

and specifically why RNNs or Recurrent Neural Networks could not do this as well as a
transformer.

Chit series 2.

What is a recurrent neural network?

A recurrent neural network is the first specific type of neural network | want to go into a little more
depth about. To the generic image from earlier we are going to add one point of complexity. It
won’t be difficult to spot in the next image.
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If you said the presence of a second hidden layer - well not quite. Remember that for any deep
learning neural network there is ho upper bound on how many hidden layers you can have. Just
for simplicity | put one there earlier. The real difference here is the existence of recursion.



Feedback in otherworld. Processing can be done at a node only to produce an output that
becomes its own input or the input of another parallel node. So this is what makes this kind of
network recurrent. So it looks a little bit like learning, doesn’t it? We’ve got the idea of - we hope -
improvement over time with iteration.

Recurrent neural networks can be Turing complete - which is to say in theory a recurrent network
can perform any task any other computer could in principle do. So if this is all that is theoretically
needed - why not just use this kind of network? Well as with any computer the difference comes
down to efficiency. It might be able to do some task in theory - but so slowly that you’ll literally die
waiting. So Turing completeness is something - but it’s not much. We usually want more. And just
by the way Turing completeness already exists in the hardware and properly considered is a
feature of hardware anyway. The fact that certain kinds of programs can simulate universal Turing
complete hardware is a needless double up anyway. It’s like how people build Turing machines in
Minecraft. Yeah it’s cool, yeah its a great learning tool. No, it has no practical use (aside from
teaching people what Turing machines and completeness are).

Training a recurrent neural network.
Here we need some more terminology.

When we run data into the input through the hidden layer to the output layer this is called forward
propagation. In the field they seem to refer to it just as forward prop. This is the thing - when you
get the output - that produces your prediction. So far so good. But in training your network you
also engage in backward propagation. You run every computation in reverse beginning with the
actual known thing the network should have predicted and calculate the difference between
reality and the prediction by the network. A simple example using an example phrase used in the
transformer paper.

Imagine the phase you want to translate into, let’s say French is:
“The law will never be perfect”.

So you know what the ideal is. You have a French person tell you. So that’s your ideal end point.
Neural networks assign numbers to words depending on where they appear in the sentence. So
you run forward propagation on your English sentence and you get some output. It does not give
you the ideal response. So to train it you run the ideal sentence backwards in reverse and at each
step calculate the difference between what should have happened and what actually did happen.
This difference is know as the gradient. Well not exactly - it’s actually a derivative - and even then
not exactly - it’s a partial derivative. Remember that a gradient is a kind of difference. It’s the rise
over the run or the difference in y values over the difference in x values. A derivative is the same
thing but with a limit applied. This isn’t a calculus lesson so we’re going to speak loosely and
qualitatively. When | use the term gradient at times it refers to a partial derivative - but one can
loosely think “difference”.

This whole method of training - of calculating the differences between the ideal outputs and what
the inputs actually were at each layer is known as the gradient descent algorithm. This field is
large and there is not a single gradient descent algorithm but rather that is a term for a class of
different algorithms. Actually calculating the gradient or the difference between input and output
layers depends not just on the numbers assigned to the words in your language translator but
also the weights of the edges and biases of the nodes. Indeed when a difference is found
between the inputs and what the ideal reality is, the weights and biases are adjusted. This is what
training essentially amounts to. Adjusting those weights and biases in light of what the network
did when compared to what it should have done. It’s mathematically complex. All of this
backward and forward propagation means that training takes a vast amount of memory. Way
more than prediction does.

But with language learning or translation using an RNN - recurrent neural network - the problem is
that the processing of language has to be done sequentially. One word at a time. This slows
things way down. To train the system one needs large libraries of translations that have already



been done by human translators. The problem they ran into with early translation programs using
this scheme was something called the vanishing gradient problem. The vanishing gradient
problem causes training to slow down and accuracy to become poor. A link in the comment for
more about this.

Non-technical:
https://www.youtube.com/watch?v=SKMpmAOUa2Q

Andrew Ng (very technical): https://www.youtube.com/watch?v=ghXZsFVxGKo

When back propagation is done the issue becomes that when we get back to the first layers near
the input later there might be little difference between what the ideal calculation done in reverse is
and what the forward propagation has calculated. In short this means the difference is small or
the gradient has vanished. Without much of a difference then there is not much of an adjustment
to make to the weights or biases. This means no learning can be done. That’s what the vanishing
gradient problem is. If you want to take a deep mathematical dive I've also linked to the guru of
teaching deep learning networks Andrew Ng in the comments

What improvements does a transformer make?

The recurrent neural network was originally used for a variety of tasks include for chatbots and
translation but it wasn’t very good because it was slow and it was slow because you need a lot of
data to train it on and trained only slowly because it worked sequentially and suffered from the
vanishing gradient problem.

Transformers came to the rescue because they are able to handle vastly larger data sets and do
not need to do sequential processing. They can work in parallel.

One of the google videos | linked to earlier speaks of one text only file for an earlier GPT3 chatbot
consisting of something like 45 terabytes of data. Terabytes. 45. Text! Put it this way: the Bible -
old and new testaments - is a very big book. It’s 4 MB. That’s 11,250,000 bibles. Sorry | have to
keep doing this.

If you were in a library that had standard bookcases 6ft tall and 9ft wide then each bookshelf like
that picture then each bookcase like that can store about 200 bibles. You’d need 56250
bookcases. If they were set one behind another with 2 feet of space between them that’s 35 miles
worth of bookcases. That’s an astonishing amount of text. And this is what makes the difference
with better and worse deep learning networks. How much data is there for training. Information
about how much data ChatGPT was trained on is not available. Conversations with it reveal that it
was trained on more data than most. So | presume it’s more text even than that.

These huge data sets are important for a transformer because of this attention capacity it has. It
can attend to words in a sentence. It has pairs of sentences and over time with thousands and
thousands of iterations it is able to know which word in an English sentence corressponds to
which word in some other language. Word order is different in other languages so this is what
often tripped up RNNs. A transformer also goes a step further and has self attention. In doing
translation or other language tasks it can begin to create links between words that mean a similar
thing. It understands that lions, tigers and cheetahs are all cats. But not all cats are lions, tigers
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and cheetahs. It can recognise that in translations it is analysing that humans use big, large, huge,
gigantic in similar ways but some have a different emphasis than others. In this way you can see
that it can give the appearance of creativity especially if it’s able to randomise which word to use
next that has a similar meaning. It can do the same computation 10 times and give 10 different
subtly different outputs because it has options to choose from. I’'m clearly glossing over things
here so next time I'll go into some more detail about attention and self attention.

Attention.

“Attention is all you need” is the transformer paper. The transformer explains this huge leap in
functionality of neural networks and hence deep learning and hence Al. It explains why ChatGPT
is better than anything like it that has come before. So we need to get down to brass tacks as
they say. When they say “Attention is all you need” they’re being hyperbolic - but not quite. It’s
useful emphasis. This attention thing is important but it’s so-called “self attention” that makes the
difference between a transformer and an RNN and other more primitive neural networks. It is the
the one small step conceptually for a neural network, one giant leap for Al functionality.

So what is it? Self attention is sometimes also called The Transformer Attention Mechanism.
Before we understand it we have to have some appreciation of the more vanilla version. Straight
up: attention. So what is attention when we apply the term to a neural network?

If we are trying to parse, decode or understand language when reading some text obviously we
pay attention to the specific word we are reading while ignoring the rest. With an Al the process is
similar. Again a quibble: the field of Al is going to conflate all of those terms - parse and decode
(which mean the same thing) with understanding (which is a step above). I'd prefer not to use
“understand” because to understand means to “be able to construct an explanation” - and the Al
won’t understand what it’s doing. Ok, that aside, we’re explaining deep learning so we have to
use their language.



So let me continue: if an Al is going to parse, decode or understand a string of words then taking
a whole language approach to a sentence is important. What a word might mean depends on its
content - place in the sentence and what other words around it mean. All sorts of problems arise
in English that are a challenge for English learners coming from other languages.

Possibly the worst cases are so-called homonyms when you’re teaching English. These are words
that are spelt the same and might or might not sound the same when spoken.

What'’s your address? Ok - that’s asking for your location.
You should address me properly! Ok, that’s asking for someone to be more polite.

What time does the band start playing? You're at a concert.
| put a band around it. You’ve done some dodgy home maitainence.

Left?

Right.

Wait you’re going right.
You said right.

No | meant you were right.
So left.

Right.

Ahhhhhh.

How can an Al make sense of this? Here we can see a person already fluent in a second language
will have an advantage. You can just explain to them the concept of homonym which they likely
have in their own language and say this word “right” means “correct” in some cases and the
opposite of left in others. But what can an RNN do?

What it does is pays attention to words more or less in a sentence as it processes them. What
could that possibly mean? It means assigning numbers called attention weights to words. The
highest to the word it is attending to and then lesser numbers to the words surrounding it. This
means it’s gaining the ability to process context. With this kind of coding everything is numbers.
Indeed as hinted at before there is calculus involved. Indeed there is linear algebra. As word is
processed one at a time - it is attended to - by encoding it as a vector - for our purposes a
number - and the words around it also are given numbers. As we move to the next word in the
sentence, all the numbers shift as the new word being attended to is now assigned the highest
number and so on.

A somewhat technical explanation: https://machinelearningmastery.com/what-is-attention/

Important

[Comment] [ journée ]

Unimportant

Weights are assigned to input words at each step of the translation
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Andrew Ng diving very deep: https://www.youtube.com/watch?v=SysgYptB198

If that diagram is informative, congratulations. | put it there just to contrast it with other diagrams
that attempt to illustrate the attention mechanism. Here is an example of one of those.
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l am a student <s> Je suis étudiant

| am neither an illustrator nor graphic designer but it seems to me there is a place in the market for
a diagram that sits between these two levels of complexity. One too simple and one too complex.
What we do have however is the notion that as a word is processed words are assigned weights
relative to their position in the sentence. The word | in the sentence from the previous diagram is
the first one being attended to. It corresponds to the French Je and so they are related simply by
the fact they are positioned first. Whatever comes next is assigned the next highest weighting.
Weightings can be adjusted over time but in this way we build up a picture of context. Which
means my problems of homonyms from earlier can eventually be figured out by the system
before, for example “right” meaning opposite of “wrong” and “right” meaning “opposite of left”
will end up being associated with other words near them like “turn” or “direction” or whatever
other words tend to surround one of them but not the other.

In this form of attention - regular attention as used in a recurrent neural network, one layer - one of
those hidden layers in the network doing the processing is looking at another layer. Here we have
translation going on so of course a layer with some inputs in one language is looking at potential
outputs in another language. For what it’s worth at this point there are two types of attention
Bahdanau and Luong attention which the next diagram should clarify for you.
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Comparing Bahdanau Attention with Luong Attention

Yes, that was a little joke. | don’t expect it’s clear but we can see a difference in how data moves
through the algorithm. If you want to dive deeply into that material then in the comments for that
previous image is a reference. This is a first pass over attention broadly speaking and | will likely
come back to the concept as we proceed. For my purposes for the moment, | want to get to self
attention and I’ll save that for next time.

https://blog.floydhub.com/attention-mechanism/

Self Attention.
So here we are about to take a first pass and a moderately mathematical one into self attention.

With the older Recurrent Neural Networks, if the job of language translation was to be done then a
sentence would be processed sequentially. If we were to take an English sentence like

“Yoda is a force master.”

Then an RNN starts at the beginning of the sentence and works its way sequentially though the
sentence.
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But a transformer is able to process the entire sentence in one go - not sequentially. How can it
possibly do this?

It converts the sentence into a number of vectors - one per word. How is this done? Remember
that each word is assigned various values with respect to its position in the sentence compared to
the other words in the sentence.

So in my sentence “Yoda is a force master” we need a vector of dimension 5 just for the word
Yoda.

We need an element for Yoda, an element for is and a and one for force and one for master.

So you end up with 5 separate values.

Repeat for every other word and now you have 5 vectors each with 5 elements in them. By the
way this scheme also requires another positional vector in order to preserve the word order itself.
Let’s call the vector for just the word Yoda x1.

Then it looks like this:
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0.7

“Yoda” is converted to X‘I - 0.3

0.3
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Simultaneously, the word “is” is converted into a similar vector x2 and this way you build up x1
through to x5 for each word of the sentence. Remember this is just a first pass. Those values are
not fixed. They’re kind of like a first guess and we expect them to change - that’s what learning is
in this model. So anyway, you have your 5 vectors x 1 to x5 each of which have 5 elements each
for my example. Then you perform a multiplication of these vectors - called the dot product
multiplication like so:



X1 X2 X3 Xa Xs
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This matrix, known as W* is normalised - which basically means each element is changed so that
none of them are over 1, they’re all decimals if they were not and the sum of the entire thing adds
to 1 - this forms a new matrix which otherwise looks similar and is called W.

W then has its elements taken a row at a time to form a new matrix this is transposed (a linear
algebra concept we won’t go into) forming a matrix XT and finally those matrices are multiplied

together that one from the previous slide and the transposed one and the resulting matrix is called
the output matrix. The output matrix

Y=WXT

This is an equation you will often see in these explanations.

The whole mathematical process there is called by the authors of the transformer paper

“Scaled dot product attention” and it’s called that because of how W is normalised - that’s the
scaling and we’re dealing with dot products - straight forward multiplication of vectors.



The output matrix now has values for the words which are said to be “context aware” which turns
out to be an improvement over the sequential method RNNs employ. Remember that this process
will occur multiple times with many iterations and the initial input values being changed as the
network learns. In theory in this case the network will come to realise that “force” in this sentence
is not force in the scientific sense but is related to the star wars universe and master has nothing
to do with slave but rather, again, something to do with a fictional world. The words are not being
processed one at a time but rather in parallel. Now all of this is a rather superficial high level first
pass so next time | want to go over this ground again and from another angle.

Self attention - Second pass.

There is an important reason that self attention is approached from a mathematical perspective.
Ultimately what we desire in a neural network is a system that is able to develop a model of the
world - and this model is developed in deep learning networks by increasing or decreasing the
credence it has about a particular output. Credences are represented with numbers. No one
knows how to do otherwise. To recap: rather than the traditional model of processing where a
single input is processed to give a single output, in deep learning many inputs contribute to the
final output.

The self attention model weights the inputs that can contribute to a given output and finds the
vector dot product of those inputs. The weights are credences. Numbers representing
importance. If we are translating a language for example, like from English to French we might
have a situation where 5 English words in a simple sentence are the input and will be transformed
- or translated - into 5 output French words. But it is not a one to one translation after all words in
English have multiple definitions. So how do we know which sense of a word -which definition is
most likely to be the one we are looking for and hence which equivalent French word - each of
which themselves will have multiple definitions - are going to be needed?

The way this is done is by looking at those other words that surround the single word the
transformer is attending to.

Returning to my list of inputs from my last set of chits we have 5 inputs representing let’s say 5
English words.

Note here how all vectors xn contribute to y3 but have
different weights. This process is repeated for every yn
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This weighting process is normalised so that the vector dot product always gives a value
that sums to one. This means that the weights are essentially probabilities. This has the
advantage of not suffering from the vanishing gradient problem mentioned earlier in my
series. That process of weighting and normalising is known in the business - namely as
used in designing algorithms of this kind as a softmax function. Curiously coming from
physics it is known as the Boltzmann distribution and serves an explanatory role in
thermodynamics. Indeed when the softmax function is applied one of the parameters -
Tau - is still called the temperature parameter which is a hangover from physics where it
originated - but never mind that.

The softmax function converts any set of vectors into values less than 1 so that they
always sum to one. Always. So there’s no way that everything vanishes to zero. This
should seem significant to you. It means a self attention process is able to continually
improve unlike with Recurrent Neural Networks where there is a vanishing gradient
problem precisely because they do not use this particular mathematical technique. Again
| want to emphasise for this process to yield the kind of spectacular fruit we see with
ChatGPT and cousin applications vast amounts of data - truly vast amounts of data are
required for training and training can take a long time. This is a brute force approach in a
sense and once more does not resemble how people learn which would seem to be on
the face of it more efficient but we do not know how it works. Kids tend to pick up
language for example not by being fed the entire corpus of all libraries on earth and then
trained on them. They learn simple words and sentences before learning more
complicated structure.

Now | do not think we need to go into the mathematics of the softmax function. Try as |
might | cannot figure out a way of parsimoniously doing any examples on this and there
does not seem to be any deep value in doing so. This is computing so the calculation is
not going to be performed by any human being anyway. We’ll just accept that this
softmax function exists. So my previous diagram with the red arrows can be represented
symbolically like this. Here any y value output is a function of the dot product of the
matrix W - which has the weights - with X transpose - all the values of the input vectors x,
and transposed. Transposing is a technical term meaning swapping rows for columns and
let’s not get into that. But symbolically the red arrow from the previous image can be
summarised like this.

Symbolically

X1 Y1
X2 y2
X yn — WXT ys
Xa ya

SELF ATTENTION PROCESS



The power of this whole approach comes down to that product - the multiplication that is
going on. It means that, again, we can have the surrounding words contributing to the
translation of a single word more or less strongly depending on context. The processing
happens in parallel - not one word at at a time. All the words in the sentence contribute to
the translation of any one given word. That’s the key - well the key with language
translations that take advantage of the self attention transformer model. With many
iterations - brute force in other words - patterns in the data are remembered. In English
when the word “force” is used in physics then it means a certain thing which is quite the
opposite to what it means when it appears surrounded by words like Darth Vader and
Death Star. The latter is not scientific. But to learn this would of course require the library
on which the system is trained to have access to scripts from the Star Wars movies or
similar in addition to reams of material about physics. lterating and repeating weighting
and multiplying. It’s all mathematical and at heart technical.

But we can think of the way it does this as we can think of any set of vectors as a space.
A literal space. So words commonly associated with each other come to occupy the
same space - they’re literally close to each other as represented in the memory of the
deep learning network. Force in the physics sense comes to be related to things like
electromagnetic or push and pull - that is is close to them while force in the star wars
sense comes to associated closely in the abstract space of the computer’s memory with
words like lightsaber and Luke Skywalker. The entire space of words and how they are
distributed is called the embedding space and the distance between words is determined
by a part of this process called the positional encoder and of course the entire thing
actually appears as numbers not words. But that is equally true for any computer
anywhere anytime. Which, if you’re working on AGI might be an avenue to pursue. How
could we possibly represent in memory data without resorting to zeros and ones or ons
and offs? Is there another way? | don’t know but it just might be the case the human brain
operates in a different way. The Turing architecture is just the one we know about. Are
there other modes of computation aside from this? | don’t know. And that takes us further
afield from artificial deep learning. So next time I'll get back to the meat of the matter and
look at some applications of this self attention framework.

Yes: Self attention and RNNs is the difference between parallel versus sequential
processing of a kind. And also yes the softmax function fixes the vanishing gradient
problem. Why not do that to begin with? | guess someone had to think of it. | don’t know
why it’s not obvious either. Perhaps because programmers simply did not know the
relevant mathematics and one day some physicist or something like this was told the
problem or some coder recalled a thermodynamics lesson and just went: let’s try this.
And it had amazingly positive effects. | think Keith’s remarks are quite right in this context.
For one reason among many is he is trying to explain an intuition about this stuff and that
is hard. In fact it seems to be the hardest part in explaining this rather than just stating
what it is doing mathematically.

Interlude: some reflections and an attempt to intuit some of this.



I’ve been trying to generate here some intuitive conceptual understandings of what is
going on here. That seems to be one of the harder parts of this enterprise. We know it
works by the metric well chatGPT say can indeed have great conversations and is serving
as a good search engine and more besides. How is it doing what it’s doing? Ok, so
there’s two answers to that. One is the picture I’'ve been painting - an intuitive
understanding of the actual mathematics. That’s one level of understanding. The other is,
well in natural language what is going on?

This happens in physics, right. So you have something like quantum mechanics and you
have equations and experiments and you go: what’s happening? And some physicist go
well - you have this thing called the Schrédinger equation and you get shown the
Schrédinger equation and it’s this second order partial differential equation and it looks
like hieroglyphics until someone explains something about it to you and you get shown a
picture of a wave function and are told: so this is a picture of where a particle can be.
That’s what the equation says. Well ok, now do you understand what’s going on in the
universe? How are the laws of physics doing what they do? The pioneers did not
understand. I’m going to long story short this because the punchline is that approximately
no one knew until Everett comes along long after the Schrédinger equation is first written
down and the various interference experiments done to say: ok, quantum mechanics
really works like this and reality looks like this and you get unitary quantum theory which
is the multiverse and over time people fill in the gaps and now you can visualise reality
governed by quantum mechanics as lots of stuff going on simultaneously in semi parallel
where most of it cannot be observed by us in principle but it must be there in order to
generate what is observed. In other words a rich multiverse. So then you can start there
and work back to your equation.

Alright so here we are trying to explain now a natural feature in reality but a man made
artificial thing - a particular kind of deep learning network. | accept that even the
programmers who came up with this stuff don’t really know how it does what it does in
fine detail. Like the guys that wrote the alpha go program could not explain how it came
up with the moves it did. Ok, | accept that. We can create things we cannot fully explain.
Any child can create a double pendulum. They can make it. That does not mean they can
explain what it does or even have an intuitive understanding of what is going on.

| get the impression with this deep learning architecture especially something like what is
behind ChatGPT that no one really understands how it works. They just know it works. Or
if they know how it works they know in a raw mathematical statistical sense. They haven’t
yet well captured how it works in plain English or by analogy. | don’t think | have either.

But as | try to understand what picture of things this model is painting | sort of envision
that what a deep learning self attention network is doing is taking a vast quantity of data
almost like clay and sculpting a model of it. That model has features - it builds the thing
into a landscape. This entire mode of doing what it does is unlike anything people or
anything else for that matter has done before. What is going on in this computer exactly?
| do not know - we are in the realm of uber complexity. It’s as if knowledge and
information that people have managed to scrape of reality over centuries is now being
turned into something new besides the form it presently has as text - in this case - in
books and libraries and new articles blogs and just mountains of texts and finding when it
amalgamates and conglomerates all of that, there do exist patterns. Now it does not
necessarily make these patterns explicit to the user. We might not know, it does not know
in a sense either. It’s not like it’s telling us or is even capable of telling us, look: here’s the
actual abstract map in vector space of the English language and all these conversations



and articles, books and blog posts and whatever else - and if you look closely over there
are what look like lakes and rivers and over here are what looks like a hill and there’s a
mountain and a town.

I’m using that because | just don’t even think we have language for these objects in this
virtual space. I’'m just imagining a landscape but I’m imagining a 3D landscape and
already that’s wrong but bear with me. This is a landscape in many more dimensions than
that. But in this landscape are objects the analogues of rivers, hills, lakes, mountains and
towns. And the thing is some things will appear to fit in the landscape and some will not.

So if that’s what you’ve managed to accomplish - build a landscape of the entirety of
human knowledge, language and conversations AS THEY PRESENTLY EXIST then you
know what the style is. And you know what is fixed in a sense too. You know - ok, look -
there is this mountain over there and it is a feature of this reality. It is (for example) the
mountain representing cats. And it is truly fixed and a big part of this human environment
of knowledge. It has claws and teeth and pointy ears and household domestic ridges to it
and a slope that’s lions and cliffs called tigers and cheetahs and so on. It’s the cat
mountain. And next to it is dog mountain and beyond that rabbit hill and so on for a whole
mountain range of animals. And that’s just animals. Over there is river food and it flows
into lake solids and all around is the countryside of matter and material. But over there is
another land of abstractions with their own formations. So you’ve built this massive
landscape. So now your job as the deep learning network Chatbot - chatgpt is to in a
sense construct apparently new stuff - and how? Well you have your landscape so you
just have to pick elements of the landscape and rearrange them into something that fits. It
has to seem like it belongs and then the user will accept it. It won’t seem out of place.

Now a person isn’t doing this of course. A person has no such internal landscape. They
are interacting with actual reality. Not directly but they do have access to it to try out new
ideas. And that’s key. Now look I’'m not pretending | can begin drafting a comprehensive
model listing differences between creatively conjecturing new ideas about actual physical
reality-what people do and a massively powerful super parallel processing of a corpus of
preexisting knowledge where the system can provide the illusion of generating accurate
parts of that internal landscape which makes it seem as though it’s actually got
knowledge of reality. But | can readily see a difference. One entity is only ever referring to
its own internal store of data and looking at the patterns inside and it’s not guessing but
rather drawing from that internal fixed landscape to generate new sequences of text that
fit nicely like a jigsaw into that existing landscape.

The other has a much smaller model much of it not represented as text at all - much less
numbers. Who knows how it’s represented. But the key is that it encounters reality and
collides with it and the collision results either in an unproblematic state or in some kind of
aha moment where the person has to on the spot generate something new that might
actually clash entirely with the pre-existing knowledge.



This is our continual circumstance. You go outside fully expecting to visit your local cafe
and get your standard coffee order. Every step of the way is as predicted and nothing
unusual happens. Everything fits your model. The way you react and perhaps even the
words you say to your partner on the way might be indistinguishable to an alien from what
a deep learning network might have done until a certain point from the outside. And that
certain point is where you see a new cafe you have never seen before down a side alley
and unpredictably to you or anyone else you go down the side alley having conversations
about a new place that were not in your library of knowledge or your partners and nor
could the alien have predicted it.

But with the deep learning network it could not compute. If the cafe had an unusual name
that wasn’t grammatically correct or whatever it would not compute. It would not infer or
guess or anything like that. It could not have a conversation about the new cafe because
perhaps from the outside it says something like “Bob’s T&C” and it could never parse that
but you can clearly see a teapot and cup of coffee represented as a cartoon but rather
abstractly so it takes a bit of effort to get it. The point is you can guess what it means
because the biggest clue of all is you can smell the freshly roasting coffee and our
imaginary Al robot doesn’t yet have an olfactory system as good as its conversational
skills are.

You’re guessing your way all the time to figure out what to do next whether you’re making
the right moves or not.

The Al, the deep learning network and self attention is traversing an internal space of data
and using super fast GPUs and that mountain of data spitting back as output something
from that internal mountain of data that fits into its internal landscape - its abstract vector
space. But it can never say anything genuinely new. It can only give you variations on a
theme. It will never add another dimension to its internal vector space. It cannot. Only the
user can do that.

Back to usual programming tomorrow so to speak.

Self Attention Applications

| said when | began this series that | was going to take a meandering walk through this Al
deep learning thing and as we covered the functionality of the self attention transformer
that when | felt the need to take an aside we would do that. Well that has certainly
become true in compiling this new set of chits. | knew | wanted to take a look at the
applications of the transformer and in doing this | found one application in particular that
seems to me to go unnoticed. It’s not the sexy sort getting all the attention (pardon the
pun) right now. It’s a very niche very technical area and although it’s kind of underground
to the average punter it crosses over into a world where we can explore it more broadly
and see how it can be world changing. We’ll get there towards the end and in the next
series of chits but for now let me get back to what | promised. The applications we know
of.

Let’s do a quick flyover of what applications the transformer self attention model can be
used for. It’s useful to consider specifically what this transformer can do precisely
because it is the algorithm that is presently one of the pinnacles of the field. Basically if it
is being done right now, it can be done by this network. Often it’s not of course because



more simple models might be more efficient let’s say. I’'m just speaking in principle. But
here are some actual use cases.

The one getting the most attention recently is ChatGPT. This is a special case of NLP:
Natural Language Processing. For whatever reason this particular use case is the one that
captures public imagination more than any - and perhaps anything Al recently except for
image generation which uses Stable Diffusion - itself a whole other kind of deep learning
Al which is a particular kind of a diffusion model again probabalistic and highly
mathematical in nature and therefore in need of another series of chits which | think we’ll
actually do next simply because it’s fashionable and if we want an overview of the field
let’s pick the two tastiest fruits right now. So let’s put stable diffusion back on the shelf
and get back to applications of the self attention transformer.

We’ve got Natural Language Processing - NLP.

We also have the subtly different but not so impressive to the end user: machine
translation. So this is your French to English or Spanish to Japanese application. | say it’s
not as impressive to the end user because if you’re using such a thing you’re clearly not
proficient in one of the languages and if you are you’ll often complain about the results. If
you’re not whatever result you do get will be “well ok, good. I’ve solved my problem”
rather than knowing whether you should be impressed or disappointed by the results.
Basically you’re going to have to be super proficient in two languages to notice poor
translations and if you are in that position you don’t need the translator to begin with. |
think this explains why machine translations doesn’t tend to get the wow factor attention
that chatbots like ChatGPT do.

Transformer self attention learning is also used in sequence analysis. So this is something
closer to home for me. This is a scientific application. We might also say that this kind of
application really is one of those where the bioethicists of the world should be looking.
Not because there are concerns but because they should be out there loudly proclaiming:
this is a good for the world! This is where you governments and universities should be
investing your money if you want to change the world. BTW why do bioethicists only get
involved and inferfere whenever they are worried something is bad? Why don’t they stick
their beaks in when there is a sign something could be really really good and use their
voices and institutional power to promote it? Ok, that aside in the comment is a link to a
paper about how self attention transformers can be used in classifying certain cancer
subtypes - specifically lung cancer - at high precision which is important for targeting
treatments. Indeed tailoring treatments down to the molecular level.

What we are talking about here is bioinformatics. Bioinformatics is the entire subfield of
genetics about how computers in particular can be used to collect, store and analyse the
information in DNA. So ok, there’s information in genes. And computers store information.
But like exactly how do you analyse that information in a vast sequence of DNA and how
do you represent and read it in such a way a scientist who speak English or whatever can
readily understand this stuff? Well that’s bioinformatics. Separating out where the genes
are on DNA from the junk that does not code for anything is a real problem. Finding in the
genome of an individual if something is actually wrong is a real problem. You hear stories
of these cases where a single person goes to 5 different DNA ancestor companies and
gets back 5 different results about what their cultural heritage is. Now | don’t know
enough to comment on why this happens exactly but the fact it can and does happen
means this science is not a perfectly precision science like physics. There is great scope



for interpretation. So that kind of thing which | imagine is not restricted only to what’s your
ethnic make up genetically is only amplified and of course more significant in medicine.
Does that sequence mean you have this cancer or that cancer exactly? And if it’s one not
the other will this treatment work or that one? And we better know in time before it kills
you.

In fact do you know what? Because as | said beginning this course that we might take
sudden detours as interest strikes well - here’s a case. | want to understand this. What is
the problem here in bioinformatics that the self attention transformer solves exactly? How
can it help with cancer treatment and how is it being used now? This paper looks really
interesting and highly technical so I’m going to have to explore it more widely and come
back with a new series of tweets with some findings about something | think could be
hugely significant. Al - specifically self attention deep learning for cancer diagnosis and
treatment.

Interlude!

Now | want to get back to the use of transformer self attention deep learning in genetic medicine
and also as promised after that into Al image generation which is that whole other thing that’s
been focussed on so much on social media. Some of those use the transformer architecture so
we want to see how can it do what it does to convert text into images. That’s another level of
quite an amazing application of this algorithm.

But yes, Naval: having some kind of deep learning self attention transformer powered database of
mappings between DNA sequences for (eg) humans and all known problems say (like which
things code for or tend to lead to congenital issues or predisposition for cancer and so on) is
absolutely something these systems are going to be able to revolutionise. The quantity of data is
an issue - so in the future can we just have a searchable database we can inquire with natural
language about this sort of things?

2

Or forget that just for a doctor or anyone interested in medicine - literally feed in all peer reviewed
medical papers into this thing so they’re searchable. But hang on, aren’t they already? Yes: but
this kind of network allows us to inquire of it in simple language something like “are there many
papers testifying to the role of BRCA gene mutations in diseases other than breast cancer”? Or
even: are there equivalent gene mutations known like the BRCA 1 and 2 genes allowing for early
warning of other cancers? Or just name your question that doctors might not know or that it
would take reading all the papers as they come out? There’s more published than any person an
reasonably ever keep up with. Never mind just medicine.

3

Ok, so Keith. Number theory and linear algebra recommendations. Well if you’ve done that in grad
school you’ve likely got a background in that stuff that exceeds or at least matches mine
anyways. Since undergrad and graduate school myself | don’t tend to pick up many mathematics
texts for fun much (about the only maths | still do for fun is formal logic because working those
proofs is like doing fun puzzles). So in the case of linear algebra it’s basically a known and closed
system with few unsolved problems left in the field. Not to say there are none - but there are few.
Linear algebra is useful for those of us into physics and science precisely because well, it’s linear!
So that means once can in principle draw a graph that’s got a gradient and the gradient tells you
how fast this thing changes with respect to that other thing in other words we can calculate a rate.
A rate of change! And we might find the maximum and minimum gradients so then we have an
estimate of the uncertainty and so all this is very useful for science.

4



Ok so that’s science and I’'m no doubt teaching you to suck eggs here but for listeners - scientists
prefer straight lines for this reason. They can be more readily analysed and it can indicate a nicely
controlled experiment.

Now in computer science - especially in intelligent systems what we have are cases where we
might have many variables all affecting some outcome and so we could have multiple equations
and these can constitute a so-called system of equations that can be represented in something
called a matrix and that’s all linear algebra but in principle the same idea still operates. You want
to have a rate of change that’s possible to calculate and maybe something like the maximum and
minimum possible such rate of change given your inputs and from this then a calculation (or in so
called intelligence systems language) a decision can be made and then this determines your
output. In short for those in the know this is a kind of so-called Gaussian elimination.

5

But this answers none of Keith’s questions about what recommendations | have so I’'m dodging
the question because | don’t have a good answer. | only have my old university texts but I’'d not
recommend people go to texts firstly these days. I’d day persevere with YouTube lectures. And
whatever books | have will be exceeded now by anything published in the last 10 years or so.

Number theory is the same: | don’t have anything in particular to recommend. I’'m better on
straight physics when it comes to text or resource recommendations. What | will say about
mathematics texts in that | came across the Princeton companion to mathematics and the
Princeton companion to applied mathematics. Both are beautiful and huge books. Basically
they’re mathematical encyclopaedias - published in 2008 and with contributing authors who are a
who’s who of mathematics.
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Now you can learn about mathematics to quite a deep level with one or both but then learning
about mathematics and learning mathematics can be different if overlapping as you may know. |
tend to think | know a fair bit about mathematics but | don’t know mathematics - as in how to do
it very well. | know as much as a physics grad tends to get - we treat mathematics like the builder
treats the tool box. The toolbox is not the point of the project - and we readily discard tools or get
new tools so long as it gets the job done without being concerned overly about learning
everything about what else this tool does or what other kinds of similar tools there are. Linear
algebra is like this. Mathematics is over there like the hardware store of tools and the physicists
walks in and ignore basically everything on the shelf and picks up the hammer, nails and a few
other things (in other words basic calculus and linear algebra) and everything else kind of gets
ignored for better or worse. Until they run into a problem then it’s back to the hardware store to
pick up some other tool that might do the job.

Ok, so that’s the interlude. | will be back in coming days because not only the paper | referenced
but as | went deeper it became clear that will 2022 was the year for self attention deep learning
applied to medical applications - diagnosing disease from images or looking at patient health
records to tease out correlations perhaps - that’s the big data issue. So anyways more on some of
this next time.

Welcome back to Learning Deep Learning 101.

In this next series of chits as | flagged earlier, | wanted to take a bit of a diversion into a novel
application of the self attention transformer algorithm. As | prepared this material | realised that
what I’'m really doing here is a case study. | am relying on a paper | originally found as a preprint
but has actually been published in one journal devoted to cancer out of Switzerland (see link in
comment to this chit). But it was published at the end of September last year. Now that is relevant
because it is a paper which is a proposal for the use of the self attention transformer to cancer
diagnosis. So aside from the testing the authors of the paper describe, no one has actually



applied this technique more widely - for example to other cancers or other data sets. | mean the
audience for such a paper must be very niche.

When | say niche well in this case you’re talking to coders who are exquisitely focussed on deep
learning in a particularly technical area of medical science. The paper I’'m discussing goes over
some of the present uses of machine learning in gene sequencing - and there are many. What it
hints at is how profound the positive effects of self attention transformer could be if applied to this
problem of identifying genetic markers for cancers and specifically cancer subtypes to allow for
much better targeted treatment.

So the bottleneck for even more rapid effects of the self attention transformer in other areas
where we’ve got a big data issue is simply enough people knowing how to use it. The more

people who understand something about the self attention transformer by the way, the more
people potentially can suggest improvements to it more quickly too. Ok, but onto the paper:

One big change between the preprint and the published article was the authors deciding to name
their application of the transformer. In the preprint they were just describing how to use the self
attention transformer in bio informative but then in the published version they say they are
presenting a new kind of architecture called “T-GEM” or Transformer for Gene Expression
Modelling - which is a nice marketing or name recognition strategy | suppose. Their justification
for this kind of appears partway through the paper where they say the regular transformer was
designed for language translation and there words are encoded as vectors. But with their version
genes are coded as scalars. So this change is enough to warrant them having created something
new and hence T-GEM.

So the paper discusses “precision oncology” and how machine learning has quite a history here.
Convolutional Neural Networks (CNNs) - traditionally used for image processing - have been used
in gene sequencing to make predictions about patient survival rates. But how can we make such
a prediction?

Well we need a big database of samples - genomes from people who have died from cancer.
Many thousands of them - the more the better. And for each sample we have a set of genes
coding for a particular cancer.

And the same cancer might genetically be slightly different person to person. This leads to the
notion of subtypes - not all lung cancers are the same for example. Now if your database is big
enough then if you’ve sequenced a cancer and you’ve got a patient with a genome profile in your
database somewhat like the patient in your office then perhaps you can make a prediction given
existing data about the effects of that cancer on that person.

So here’s where the self attention transformer comes in. For a given type of lung cancer its
severity will be affected by gene-gene interactions. So genes causing the cancer will interact with
each other to make the cancer more or less worse AND genes elsewhere in the person’s genome
will interact with cancerous genes to make things like tumours grow more or less quickly. The self
attention transformer can, when fed vast quantities of genetic data, build up a model of how all
these genes interact with each other in order to affect the severity of cancer.

The use of the transformer here operates in a similar way to the way it operates with language
translation and that is because a sequence of genes is a one dimensional array. For a cancer
subtype you have a central gene or set of genes really. And then surrounding those genes are
other genes that interact with the cancerous genes more or less strongly - which is to say are
more or less relevant. So here we are introducing a concept of weights. Just as with language
translation when we are looking at one word to translate it we are looking at the other words
around it weighted according to their relevance to contributing to the meaning of the word being
attended to. Here instead of words, it’s genes. And instead of relevance to contributing to the
meaning of it is significance of interaction with. So a sequence of genes is rather like a sentence
and a gene is rather like a word.



| should just observe that with image processing which | will be outlining in another future set of
chits - we are no longer looking at 1 dimensional arrays of data. There we are looking at an image
- that is a thing in two dimensions - in a space of height and width and pixels with x AND Y
coordinates.

Now in this paper which is explaining their newly named T-GEM, they must train the transformer.
But on what? What they use is something called TCGA - The Cancer Genome Atlas - 10,340
samples of 33 types of cancer and also 713 samples of 23 different healthy tissues. Now if those
numbers don’t seem big just remember that each sample is going to be an entire genome with
many thousands of genes. What the authors say is that they selected 1708 genes from this data
to use. So now you’ve got something like 11,000 samples where for each you’re looking at 1708
genes. And this of course is just a test of such a system they’re doing. It’s just proof of concept
but we’ve already got a reasonably large data set.

Now they say that with this data 70% was used for training T-GEM, 10% was used to validate the
results and the last 20% was used to test it. In other words the samples were sets of genes
coding for specific cancer subtypes or they were perfectly healthy tissue. So the system is trained
on that and then with the 20% it’s not trained on you just feed in the genetic information and ask
it: does this sequence show evidence of cancer, if so which kind?

Now | want to pause here before | get to the results because there’s a really interesting section on
page 8 of the paper. Section 3.1.1 and it’s titled “Investigation of T-GEM’s learning mechanism”. |
won’t read the whole thing but just the first paragraph. They write “Next, we investigated how T-
GEM learns to produce a classification prediction. Specifically, we sought to understand the
importance of each layer/head for classification, what T-GEM focuses on in each layer, and the
biological functions of each layer. “

Now this is an interesting admission - but it’'s common now, though | doubt many outside the field
of deep learning really appreciate it. And that is, here are the creators of the technology - this T-
GEM system (really just the transformer) admitting they do not know how the thing is doing what
it’s doing. It does it’s thing and then they come along and try to understand how it does what it
does. Which is of course what I’m doing here. But it’s really remarkable for the creator of a
technology to be in this position. Has it happened before in the history of human technology? It’s
not like early aeronautical engineers built an aircraft and saw it fly and went: oh how can it do
that? No, they understood flying first.

Anyways to figure out how it worked, their method was simply to delete layers and see what
effect it had on accuracy. Now remember that with these self attention transformers you have an
input layer and then multiple hidden layers and then the output layer. When | say “delete layers”
the language they use here is head pruning. You prune the head by setting the weight of
everything in that head or layer to zero. And you do this - to check how it contributes to the final
output. Then you’ve learned what it does.

So this will increasingly become the case in deep learning. A system is known to work but it is not
known how it works in detail. We are creating technologies that work without having a good
explanation of how they work. This reminds us of medicine itself where so many treatments used
to be known to work but the mechanism of action was not known exactly. So it’s not like this
situation is unprecedented. In medicine the rule is now the other way around. Sure some
treatments are not well understood why they are effective. But more and more we do have good
explanations of pharmacology and biochemistry. | guess in the years to come we’ll improve our
explanations of deep learning as well as deep learning itself.

Now anyways as to results for T-GEM on their dataset they have a table of results but I’ll just
summarise it by saying that the accuracy of the system of between 88 and 93% in predicting
cancer subtypes.

What they also achieved - and this is explained at length on page 11 - was, for example, to learn
how 102 genes are different in breast cancer patients with the BRCA gene compared to those
without breast cancer. And a gene called ABAT can suppress breast cancer metastasis.



Metastasis just means the cancer has spread beyond the site where it started. They then list a
bunch for information about the interaction of genes on various cancers. Various genes that
suppress lung cancer or can act as biomarkers for it allowing for early diagnosis.

So basically all of this is amazing. And this is a tentative first step. They can predict what specific
cancer subtype one has given a sample and they can also say whether you have the genes that
are going to make this worse or better for you because genes interact. This sort of thing is much
harder to do without a self attention transformer which can learn the relevance of this gene to that
gene. It can more readily determine correlations when there are going to be millions of
combinations and thousands of correlations of various strengths. They admit at the end of their
paper that (quote) “As far as we know, this is the first time such a model has been proposed for
modeling gene expression data. Inevitably, there are still many challenges to be addressed. High
memory overhead associated with the training of the attention weights limits the input gene
dimension. Right now, we have to carefully preselect a subset of genes, which could overlook
important genes for T-GEM to model. “

So they selected that thousand or so genes that in their expert opinion were the most relevant.
Presumably in the future with bigger databases and more powerful computers you can just look at
the entire genome which is about 25000 genes as far as | know.

But next time let’s have a look at the 2-D application of the transformer - namely to image
processing.

Image Processing.

So let’s talk about image processing - in particular image to text then text to image
generation. Now a very early use of computer, period, was in pattern recognition. Is such
and such a straight line becomes is such and such an apple or a dog. So we go from
pattern recognition to a specific case of image recognition. And of course this leads
straight into smart phones having the smart capacity to do facial recognition and related
things.

We should just observe here as well the whole “self recognition” red herring for
intelligence. In animal behaviour circles a lot was made for a long time of what animals
could or could not recognise themselves in a mirror. The fact a gorilla can recognise itself
in a mirror but a mouse could not was apparently some indication that the gorilla had
some higher order near human functionality in this regard. But on the other hand we now
know that any iPhone will recognise itself or anything else in fact - given the right
software. Image recognition is now routine whether that image be one of self or
something else.

Ok, so a computer can recognise images and even images within images. So you take a
table and on the table is a bowl of fruit and it will label the table, the bowl and the apples,
oranges and bananas. How’s it do this? Well again: a deep learning system trained on
copious quantities of images until it learns what apples and tables look like. Millions of
iterations until it builds a library of something like 500 dimensions along which apples
might vary.

What does this mean? It means ok, so apples have a particular colour - there’s one
dimension. They can be red and green most often or something in between but almost
never orange or blue or black. Now they also have a shape. Shape might include
sphericity along the x-y axis as one dimension and perhaps circularity from the z
dimension. It might include a dimension for blemishes, perhaps 5 separate dimensions for



the stalk. Some dimensions for partiality - whole apples versus cut apples. And for cut
apples dimensions for seeds and their shape and so it goes on and on and on.

So once again we have this abstract vector space represented by numbers capturing
physical characteristics of apples and that’s just apples and by the way no one programs
these dimensions in. The computer makes them up. The computer learns them through
training. It’s fed a data set, it guesses if the thing is an apple, or whatever, and then it’s
checked and graded and if the guess is correct then weights are applied.

So once we have the capacity to recognise images we can spit out text to say “apple” or
“table” and so on. We can do image to text. And text to image? Well it’s just the reverse
isn’t it. Yes and no, not quite. Let’s talk about that next time.

The first thing to say about text to image is that it’s not simply the reverse of image to text
because image to text is nothing but the machine identifying what is in an image and telling you.
Which can be hard enough - how to know what part of an image to focus on and so forth. But text
to image is different. You want the Al to generate (I hesitate in saying create) an novel image. It’s
not looking up a library of images and then spitting you one back - that’s what google image
search does. This is making new images. Essentially mash ups. The beginnings of this go way
back but one starting point is a paper - linked to in the comments - titled “Generating Images
from Captions with Attention”. Now this was all the way back in 2016.

https://arxiv.org/abs/1511.02793

| think the history of this shows, according to their abstract, the first case of generating (quote)
“images with novel scene compositions corresponding to previously unseen captions in the
dataset”. Again what strikes me in reading this paper is how experimental the work is. The
programmers have a model and they train it and it works and only then do they go about trying to
explain the thing. They do this by experimenting. On page 6 of their paper in a section titled
Analysis of Attention they write about how they flip the words in the input prompts and check to
see what effect this has on the images produced. They are surprised when their own program -
the one they have written - ignores certain words.

Now the reason for this surprise seems to be that the number of iterations that need to be
performed to train these systems are such that it is simply impossible to keep track of them and if
you cannot do that it’s hard to describe what’s happening much less be able to predict based on
the program alone, what it’s going to do. This really gives me pause because if that’s true what
might an algorithm that is truly creative be like? It is after all inherently unpredictable. This is the
way David Deutsch has described creativity and AGI - these are things with inherent
unpredictability.

But if you have such an algorithm - one that’s inherently unpredictable - then does this not mean
you don’t know what it does beyond saying: well | don’t know what it does. After all what it does
is inherently unpredictable. Now | don’t think these transformer deep learning systems are
inherently unpredictable. They are predictable - it’s just that it’s intractable to do so. There are too
many variables. In principle they’re predictable but no one knows how.

Now | should say also that the paper referred to made use of a Recurrent Neural Network - go all
the way back near the beginning of these chits for more on that. So those advances were made
without the improvements the transformer would later bring. And the difference is larger and larger
datasets to train on as well as the transformer software architecture.


https://arxiv.org/abs/1511.02793

Early text to image generators were often special purpose - they could do faces perhaps or
landscapes but the face generator could not draw landscapes precisely because of what training
data was used. With modern text to image what we have in Dalle or Midjourney and so on are
vastly greater datasets being used. | mean we’re talking hundreds of millions to billions of images.
Now | was impressed by chatgpt’s library which is upwards of 42TB of text only data. That might
still be more impressive. But, well you can do the maths yourself. If you’ve got 500 million images
and each image is a modest 1MB image you’ve got 500 Terabytes of data. And I’'m being very
generous with an image that’s only 1MB. The reality is you’re looking at at least 10 perhaps a
hundred times more than this. Petabytes of data. Which means training is going to take a while on
the most powerful computers you can get hold of.

Now the curious thing about text to image generation today in particular is prompt engineering.
Prompt engineering is the term used to describe how you phrase an input in order to get a desired
output. Again, this feature was not something the coders themselves intended to be a feature. It
emerged out of the complexity of the system itself. Prompt engineering - basically the idea that
there is such a thing as better and worse ways to tell a chatbot or a text to image generator to do
a thing such that you get the desired outcome - is said by some to be the next skill to have in your
toolbox as a coder. Might it even replace coding as we know it? So long as your prompts are a set
of careful instructions - an algorithm of sorts themselves, the computer writes the code for you to
complete that task. There are an increasing number of articles on this being produced now. A
couple in the comments.

https://medium.com/nerd-for-tech/prompt-engineering-the-career-of-future-2fb93f90f117

https://venturebeat.com/ai/so-you-want-to-be-a-prompt-engineer-critical-careers-of-the-future/

Prompt engineering implies the existence of prompt engineers so writing clearly and perhaps the
humanities might come back into vogue. Well, perhaps those areas of the humanities where
clarity of writing is still valued of course. Wouldn’t that be a turn up for the books? The next
generation of tech people are barely numerate, scientifically uninterested writers? It’s a rabbit
hole worth exploring so next time I’ll take a deeper dive into prompt engineering.

Prompt Engineering and Stable Diffusion.

The idea that the generation of a prompt - how to instruct an Al to do what you want it to - is itself
a creative process then means that we have a quite tricky needle to thread in one respect.

When generating Al art for example, the creativity is also in the prompt. So is Al art real art? Well
the creation of a prompt is a real creation by a person. There’s always a person hiding there
somewhere behind it all when it comes to Al. Whether it’s in the coding itself of the transformer or
the recurrent neural network or whatever deep learning system you have. Or whether it’s in the
original art and images produced. Or now even in the generation of the set of instructions the end
user devises. Those are all creative inputs to the Al which | think people have a tricky time
attributing to actual people. They think the creativity is being done by the Al, when it’s not. It’s just
doing what it’s told to.

For each new image generator or chatbot or whatever else we might have in the future when it
comes to Al - maybe specialised chatbots that will instruct surgeons of best practise live in the
surgery, maybe the car GPS recommending a route for a spontaneous day trip that maximises
sites while minimising miles, maybe the virtual chef able to correct a recipe on the run and so on -
there’s going to be better and worse ways to ask it a question. So this introduces the notion of
robust testing. At the moment the testing for what it is of chatGPT is being done by the public.


https://medium.com/nerd-for-tech/prompt-engineering-the-career-of-future-2fb93f90f117
https://venturebeat.com/ai/so-you-want-to-be-a-prompt-engineer-critical-careers-of-the-future/

But as these things aren’t just generic but specialised then we’ll need people to really try and
figure out what prompts cause mistakes and what prompts reliable get you the information and
output you’re seeking.

| noticed recently as an aside that people have been saying that when asking chatGPT to provide
references for essays that it writes that it has made some of them up or at least they could not be
found on google scholar. I'll put a good word in for chatGPT when | asked it to write an essay
about cosmological dark energy and provide references from respectable journals it did just that
providing well known sources from some big studies and published in the astrophysical journal.
So it wasn’t making stuff up - it really was genuinely providing information accurate to my prompt.

Prompt engineering is not a career yet. But it might well become one. One might find that a
general instruction given to an Al movie generator of the future like: make a feature length version
of an original episode of Seinfeld set in the modern day where Kramer falls in love with a chatbot
does not produce anything particularly good but on the other hand the same sort of prompt with
far more detail can. | won’t provide a far more detailed version.

Stable Diffusion.

We’re getting back to the meat of the matter and going to take a deep dive into one form of image
generation. So-called stable diffusion. Now there are other image generation models - you’ll hear
about GANs for example. A Generative Adversarial Network among many others. But those have
been superseded in large part by stable diffusion so | don’t think it as useful to go over those. Just
as with Recurrent Neural Networks being superseded by the transformer - let’s just stick with the
cutting edge rather than quirks of history in technology.

Now diffusion models more generally are methods of generating images from prompts using
probabilistic methods. To begin our understanding perhaps we should consider an insight from
the terminology itself. What is diffusion. Diffusion is a term repurposed from chemistry or physics
and is a physical phenomena whereby a substance which is at high concentration in one location
tends to spread out to fill a volume of space so that the entire space has a constant concentration
of that substance. Diffusion is explained at the molecular level by recalling that all particles are in
motion and this motion means that if you do have some high concentration say of perfume
emitted in one corner of the room the molecules of perfume and of air in the room being in
constant motion - indeed quite rapid motion think of the order of tens of meters per second in
speed - fast for a single molecule at room temperature - this motion causes the molecules of
substance whatever they are to very rapidly fill the entire space.

So this movement of particles in a gas - well that’s within the domain of thermodynamics and that
itself is a field classically straddling both physics and chemistry. In my advice to students | would
often tell them when they came to me for such advice to yes indeed - take physics and chemistry
- ignore biology precisely because you will reduce your workload. Thermodynamics is the case in
point both at pre college and in college. You get it twice - in the physics lectures and text and the
chemistry lectures and texts. Thermodynamics is a fascinating discipline if only because parts of it
are not easily explained by quantum theory or general relativity. In particular the second law which
is asymmetric in time, while quantum laws of physics are symmetric in time so we have a problem
and by the way this is another motivation for constructor theory where Chiara marletto has been
able to formulate the second law in constructor theoretic terms. But we digress: diffusion is a
physical process and explained by thermodynamic laws and principles. Is that relevant to Al.



Well let’s go to one of the seminal papers published in 2020 and titled Denoising Diffusion
Probabalistic Models by 3 authors all from University of California Berkley Ho, Jain and Abbeel.
From their abstract they write "We present high quality image synthesis results using diffusion
probabilistic models, a class of latent variable models inspired by considerations from
nonequilibrium thermodynamics.” So indeed this is their inspiration. And later in the abstract they
mention “Langevin dynamics” - what'’s that? So this is a way of attempting to predict the
movement of fluids - in particular the viscosity of fluids a notoriously difficult problem.

All fluid dynamics is difficult because you’re there at the border between the utter chaos or |
should say extreme complexity of what is going on with the trillions upon trillions upon trillions of
particles in the fluid jostling and colliding and so on and the relative simplicity of something like
laminar flow - laminar flow is non-turbulant flow. It’s what all physics students quite like playing
around with by using Bernoulli’s equations and so on. When the flow becomes turbulent for
reasons we don’t fully understand and for just plain old reasons of computational complexity is
difficult to impossible in practise to predict - it’s then we throw our hands up in the air.

Now in this paper various mathematical methods are made use of. One is the so-called Markov
chain and that seems to crop up again and again in the field of Al and no where more so than in
image generation. What’s a Markov chain? A Markov chain is a way of modelling how a system
evolves over time given its state now and introducing randomness. Which is, of course, what
approximately happens in thermodynamics. | say approximately because nothing is truly random
it just seems that way because in thermodynamics what we have are stupendously large numbers
of molecules interacting and the numbers are so big that we cannot possibly keep track of them
all so what happens from one moment to the next for any given molecule may as well be
random.

Basically with a Markov chain what happens is a sequence of steps to arrive at some final state.
Now let’s say there are 5 steps. Under regular non-Markov rules in mathematics or physics if you
have the final state and the rules then we can just backtrack to get to step one. The Markov chain
is the opposite. You cannot step back in time because randomness is added at each step. So
although we might be able to subtract out the randomness at step 5 say to get back to step 4
approximately from there onwards we have no hope because any of a number of possibilities
have come together given where you are at step 5 now to produce step 4.

The information that took the system from step 3 to step 4 has been garbled or lost. Well not
entirely after all in diffusion models what we’re doing is adding noise to an image - so called
Gaussian noise iteratively until we end up with an image that looks like nothing but noise but then
we want to be able to reverse the procedure - to start with nothing or rather with noise and get
back to a pristine image. So we cannot be entirely without hope of reversing things. Whatever the
case the way Markov chain aficionados explain it: the sequence is memoryless.

In brief before we dive into some details which | will do in the next series of chits what we have is
a training schedule involving taking images of things we know on the web and then adding noise.
The noise is the diffusion - the randomness. Now a transformer is used in order to fascinate the
learning of how it is that an image of a particular kind becomes noise. Undoing the noise - or in
other words beginning with randomness the problem then becomes how do we go in reverse -
back to an image given a prompt. Here is a typical image representing that. This is known as
forward diffusion.



Stable Diffusion

The explanation of this has been long in the making. But now | think | have it having re-written and
cross references a number of times. Our problem is beginning with prompts and generating an
image from those prompts.

So what we want to do is firstly train our system on what is an apple, what is a dog, what is a
truck and so on for millions of images so we know what prompts lead to what images. But of
course we are not doing an image search. We are going to be generating something new. So for
our apple once again just as with our much earlier explanation of how a transformer is able to
map features of an apple into abstract space - so we have dimensions of the apple for roundness,
shininess, redness and so on, we can likewise do that here for our image generator.

But we also have an additional step in our training and this is so-called forward diffusion. Forward
diffusion is the addition of noise - in particular Gaussian noise - what’s Gaussian noise. So | recall
this from electronics labs | did where you build a circuit and if you want to predict what you get at
the end of your circuit given what signal you send through and the components you have, you
need to accept that well when you power the thing on the components heat up. Heating a circuit
means electrons moving around more rapidly and randomly. This is the guassian noise that is a
necessary part of your electronics. It’s the hiss in the background of your speakers when they’re
off - not so much these days of course with high quality electronics. But you know - heat is a
necessary part of the universe and a necessary part of electronics until we have superconductivity
- so we get noise. Why guassian? Well Gaussian is just a fancy word for random. The noise varies
between some maximum possible deviation given the temperature you raise your components to
all the way down to zero. Temperature is a measure of the average kinetic energy of particles and
so sometimes you’ll be unlucky in electronics and the electron that’s been thermally heated is
near the maximum possible given some temperature and this can cause an error in your circuit all
the way down to well zero.

Ok so with image generation what you have is pixels and then you say for each pixel we are going
to randomise it’s value between some maximum possible deviation from what it is and zero. So
maybe a white region of the image goes black or maybe it goes light grey. Maybe a red region
goes a deeper shade of red or it goes pink or it goes green. So that’s guassian noise. It’s not like
you just switch off all the pixels or you just turn all the blue ones red or whatever.

And you repeat this adding noise each time.

And then you can train your system to undo this process as we mentioned. My initial stumbling
block on this was - but ok, you know how to undo the process. So like if | have an image of a dog
and | add gaussian noise literately until | have an image that is nothing but noise then obviously
undoing that process mathematically | am returned to a dog. Big deal. Well yes: this is all part of
the training of the system. Millions of times the system learns “here is how you go from noise to a
chihuahua” and here is how you go from noise to a great dane. And noise to a standard poodle.
And a toy poodle. And a chinchilla. And so on and on and on for every image.

So once the training is over THEN the system is ready to be given noise and take that noise and
recapitulate anything. Now it won’t reproduce exactly any of the images it is trained on because
remember what it does is assign a weight - because it’s using a transformer - to the prompts. It
associates chihuahua for example with an abstract space of features: small. Pointy ears. Short
legs. Tiny face. Sharp teeth. And so actually when it generates an image it’s using those parts of
its own internal model of the entirety of reality as represented inside of it to generate the image.
So therefore it can mash up a chihuahua wearing a crown sitting on a throne ruling over a fantasy
world of Great Danes.

And this is because it knows how to go from noise - in other words nothing - to the bits that make
up a chihuahua and the bits that make up a crown and so on for all objects mentioned in the
prompt.






